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Abstract

This paper develops a model of expert advice with asymmetric information to incorporate
four key features: (i) bilateral negotiation specific to search markets, (ii) customers’ aversion
to disadvantageous inequality, (iii) lying costs, and (iv) diagnostic error. We assume liability,
whereby experts are committed to solving the customer’s problem, but not verifiability, the
customer cannot gauge the quality of the solution. Under these conditions, informational
asymmetry creates scope for strategic overpricing at both the extensive margin, through
experts misrepresenting minor problems as severe, and the intensive margin, through posting
inflated prices for these false claims of high-cost treatment. We design an original laboratory
experiment to test the model’s predictions. In particular, we measure the frequency of
dishonest overpricing, the average prices charged for purported high- and low-cost solutions,
and the determinants of customers’ acceptance decisions.
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1 Introduction

In many markets, products or services are supplied by experts who are better informed than
their customers about the quality of the good or service that best fits the latter’s needs. By
analyzing symptoms and making a diagnosis, an expert can normally identify the appropriate
quality required to solve the customer’s problem. An honest professional truthfully reports
this diagnosis, provides the appropriate service, and charges accordingly. By contrast, an op-
portunistic expert may exploit this informational asymmetry by misrepresenting the diagnosis,
for instance by recommending an unnecessarily high-quality service in order to charge a higher
price. Crucially, once the problem is resolved, the consumer cannot verify whether the rec-
ommended intervention was actually necessary; otherwise, the recommendation would become
contractible, thereby eliminating the scope for deceptive behavior.

For example, a car or computer repairer may claim to have replaced several costly compo-
nents when the actual intervention was minor and inexpensive (Schneider, 2012; [Beck et al.),
2014; Kerschbamer et al. |2016)). Similarly, a physician may diagnose a severe condition that
appears to require intensive treatment, while in practice performing only a basic procedure (Lul,
2014; Das et al., [2016; |Gottschalk et al.; |2020). Prior to the widespread adoption of mobile
map applications, a taxi driver could take a foreign tourist to destination along a longer route
(Balafoutas et al., 2013] |2017)).

In the industrial organization literature, goods and services characterized by this type of
informational asymmetry are referred to as credence goods (Darby and Karni, |1973; Emons,
1997; |Wolinsky, |1995). A seminal contribution is Dulleck and Kerschbamer| (2006]), who develop



a unified game-theoretic framework to study a frictionless credence good market. On the demand
side, there is a continuum of customers, which can have a minor or severe problem, both entailing
the same discomfort for the customer. On the supply side, experts can provide either a simple
treatment, sufficient only for minor problems, or an extensive treatment, which is effective for
both minor and severe problems but is more costly to provide. Experts posts prices for each
treatment before interacting with these customers, seeking to maximize profits by satisfying
the largest number of clients. The authors analyze how different institutional features, such as
commitment, customers cannot refuse a recommended treatment, verifiability, experts cannot
charge for a high-quality treatment while providing a low-quality one, and liability, experts must
solve the problem, affect the prevalence of opportunistic behavior. They show that suitable
combinations of these constraints can eliminate inefficiencies.

In a follow-up paper, Dulleck et al.| (2011]) report results from a laboratory experiment testing
these theoretical predictions. While the main findings are broadly confirmed, some behavioral
patterns, such as a tendency for participants to follow an equal-surplus sharing rule, deviate
from the theoretical benchmark. The authors suggest that future research should incorporate
non-standard preferences and explicitly account for lying costs.

This paper contributes to the credence goods and behavioral economics literature by intro-
ducing fairness concerns into a bargaining framework with deceptive communication, thereby
linking informational asymmetries, social preferences, and strategic misrepresentation within a
unified model.

First, we analyze the extent of deceptive misdiagnosis and the use of overpricing by dishonest
experts. Second, we study how diagnostic errors affect the extent of deception and, in turn,
equilibrium prices. Diagnostic errors are common phenomena that occur across a wide range
of expert-customer encounters. Third, we investigate the factors that influence the customer’s
decision to accept or reject an offer.

To address these questions, we develop a simple theoretical model that combines a decep-
tion game with an ultimatum game under asymmetric information, and we design an original
laboratory experiment to test the model’s main predictions.

Our model builds on the traditional credence-good framework (Emons, 2001; Fong, [2005;
Dulleck and Kerschbamer, 2006), in which an expert evaluates a customer’s problem, which
may be either mild or severe, and proposes both a solution {sophisticated or basic} and a price
specific to that solution. The sophisticated solution is costly but solves all problems, whereas
the basic solution is inexpensive and solves only mild cases.

In our setting, applying the basic solution to a severe case exposes the expert to a large
penalty, so that a liability constraint effectively appliesﬂ

The customer cannot observe the nature of their problem, nor, when the problem is mild,
whether the expert has implemented the basic or the sophisticated solutionE| In this context, a
dishonest expert may recommend the sophisticated solution to a customer with a mild problem
and ask a high price.

Our analysis has several features that distinguish it from other papers. (i) By contrast
with [Dulleck and Kerschbamer| (2006)), we focus on the bilateral negotiation between an expert
and a customer, which is tantamount to assume that the expert posts a price after setting
a diagnostic. This setting would apply to a search market a la Diamond (1971), where the
presence of trading frictions results into substantial negotiation power of the suppliers. (ii)
Customers are inequality-averse (Fehr and Schmidt, 1999)) and accept only prices that satisfy
a fair surplus-sharing rule. Thus, although customers cannot rely on external signals such as
reviews, second opinions, or certifications, they retain some bargaining power insofar as they

!By liability constraint, we mean that the expert commits to solving the customer’s problem or faces potential
litigation (Dulleck and Kerschbamer) |2006)).

2They do, however, observe a failure when a basic solution is applied to a severe problem (e.g., the car breaks
down, the patient suffers).



can reject offers they perceive as unfair, in line with ultimatum game logic. (iii) The analysis
also considers a specific type of diagnostic error, where experts can misdiagnose a mild problem
as severe (but not the other way round). (iv) Finally, experts differ in their privately known
lying costs.

Equilibrium behavior is characterized by a fixed-point relationship linking three elements:
(i) the Customer’s Bayesian beliefs about whether a recommended sophisticated solution is
actually implemented by the physician, (ii) the prices that the Customer is willing to accept
under inequality aversion for each recommended treatment, and (iii) the endogenous frequency
of deceptive Experts who misrepresent mild problems as severe problems (and overcharge). The
model yields several testable predictions. Experts charge a specific price for each recommended
solution; some of them would deceive patients and overcharge. Diagnostic uncertainty might
increase the prevalence of deception. While a low price reveals that the basic solution is imple-
mented and should not be related to the diagnostic error, the price required for the sophisticated
treatment increase with the diagnostic error, as more mild cases are perceived as serious by the
experts; in turn, the increase in deception might partially offset this effect.

We then test these predictions in a controlled laboratory experiment that replicates the
essential features of the model. In repeated periods, each Customer faces a randomly assigned
mild or severe problem, while the Expert receives a diagnostic signal that is always accurate for
severe problems but noisy for mild ones. After being randomly matched with a Customer, the
Expert recommends either a multipurpose (high-cost) or a basic (low-cost) solution and posts
a price. The Customer then decides whether to accept or reject the offer.

The experiment reveals a rich set of empirical strategies adopted by experts. On average,
5.45% are intrinsically honest and never lie, even if they forgo a monetary benefit. Deception is
widespread: about 60% of experts exaggerate the severity of the problem when they observe a
mild case. This exaggeration allows them to charge a high price. On average, customers obtain
a positive surplus regardless of the recommended solution. Despite the scope for manipulation,
approximately 80% of customers receiving a high-price offer will accept it. The likelihood of
accepting an offer is negatively related to the posted price, supporting the view that the fairness
constraint is binding.

Related literature. Our paper contributes to several strands of the literature. A substantial
body of work has analyzed markets for credence goods and services, as surveyed in [Dulleck
and Kerschbamer| (2006)); Balafoutas and Kerschbamer, (2020). Because of the non-commitment
assumption, our framework is closely related to the setting analyzed in [Pitchik and Schotter
(1987) and in Lemma 6 of Dulleck and Kerschbamer| (2006]). These authors show that, with
homogeneous consumers and predetermined prices for posted solutions, a price gap can be
sustained in a perfect Bayesian equilibrium, but without dishonesty. When prices are flexible,
however, no equilibrium with either price dispersion or dishonesty exists. On the other hand,
in our model (with lying costs), price differences coexist with dishonest behavior.

Our setting also relates to models in which a customer interacts only once with a monopolistic
expert, as in (Emons, 2001; Fong, 2005). By contrast, the models in |Wolinsky| (1993), Mimra et
al. (2016a)), and Brosig-Koch et al.| (2017)) allow for competition between experts or reputation
building through repeated interactions.

Kerschbamer et al. (2017) analyze, both theoretically and experimentally, environments in
which sellers have social preferences. They find that about half of participants behave consis-
tently with efficiency concerns (self-interest), while roughly one quarter exhibit behavior con-
sistent with inequality aversion. In our framework, sellers are self-regarding yet they explicitly
take buyers’ inequality aversion into account.

Several scholars develop theoretical analyses, and eventually experimental tests, to study
the effect of diagnostic accuracy on deception in credence marketsE] Balafoutas et al.| (2020)

3The analysis of diagnostic error is particularly relevant for the universe of healthcare, where they represent



show that diagnostic uncertainty reduces the rate of efficient service provision and leads to lower
trade volumes. |Schniter et al.| (2021)) analyze two types of diagnostic error in a credence goods
setting with reputation building and predetermined prices. According to their theoretical argu-
ment, uncertainty should increase the frequency of dishonest recommendations; however, their
experimental results do not corroborate this hypothesis. |[Liu et al.| (2025) study how expert
heterogeneity in diagnostic accuracy influences the equilibrium level of dishonesty. As in many
games with incomplete information, this framework admits multiple equilibria, some efficient
and others inefficient. Healthcare provides for an interesting field of application for credence
goods models, including second opinions (Mimra et al., [2016b), primary versus secondary pre-
vention (Gottschalk, [2019) and physician-induced demand when part of the consultation fee is
covered by health insurance (Siilzle and Wambach, 2005)).

Most credence goods experiments use the strategy method to elicit solution prices contingent
on the diagnostic of the problem (e.g., Fong| (2005); Dulleck and Kerschbamer| (2006)); |Schniter|
). The strategy method requires subjects to state decisions for hypothetical contin-
gencies, which may encourage more deliberative reasoning and attenuate emotional reactions
to outcomes. In contrast, in this experiment, we employ the direct-response method, whereby
subjects make decisions in response to an actual realized situation. While the two methods
tend to provide similar results in many situations, rejection rates of unfair offers in ultimatum
games tend to be higher under the direct-response method (Brandts and Charness| |2011}; Aina
et al. . For these reasons, the direct-response method may provide a better fit for our
experiment that has the structure of an ultimatum game with incomplete information.

Our paper is also related to a growing experimental literature in behavioral health economics
(for a survey, see Finocchiaro Castro et al.|(2024])). More specifically, several studies show that
physicians respond to incentives underlying different methods of payment. [Hennig-Schmidt et al.|
show that fee-for-service payment leads to overtreatment, whereas capitation payment
results in undertreatment. finds that retrospective payment schemes (fee-for-
service and pay-for-performance) generate lower overall quality than prospective schemes such
as salary or capitation. Huck et al. (2016)) study how insurance coverage and physician choice
affect behavior in an experimental credence goods market, while Mimra et al.| (2016a)) analyze
how second opinions influence equilibrium overtreatment. Brosig-Koch et al.| (2017) show that
introducing competition can reduce overprovision, although the magnitude of this effect depends
on patient characteristics and the payment systemEl

While the Expert and the Customer engage in a one-shot interaction in which the former
enjoys a strong informational advantage, the latter’s ability to extract informational rents is
limited by the ultimatum game trading mechanism (Giith et al. |1982). In this framework, the
Customer can reject what he or she perceives as an unfair offer, thereby imposing a penalty
on the Expert. A meta-analysis of 37 ultimatum game studies by |Oosterbeek et al.| (2004])
reports that proposers offer on average about 40% of the pie, and that roughly 16% of offers
are rejected. These findings are commonly interpreted as evidence that fairness considerations
influence bargaining behavior |Camerer| (2003]).

Finally, our paper relates to a large experimental literature on lying and deception. This
literature shows that many individuals resist lying even when it is materially beneficial, and that
those who do lie tend not to exaggerate their misrepresentations, even at a cost to themselves.
Moreover, individuals often refrain from lying even when deception would benefit the recipient
(Erat and Gneezy, 2012; |Cappelen et al., 2013; [Biziou-van Pol et al.| |2015DE| Several papers

the most frequent cause of medical litigation (Watanabe et al., [2025; Newman-Toker et al., 2021} |Graber), [2013)).
“Besancenot and Vranceanu| (2020) compare the lying behavior of business and medical students and find that
business students engage more frequently in selfish lies than medical students.
5These findings suggest that lying entails a psychological cost, which may arise from concerns about self-image
(Ellingsen and Johannesson, 2008} |Gneezyl 2005; Vanberg| (2008} |Vranceanu and Dubart], 2019; |Gneezy et al.
2020)), reputational considerations (Mazar et al.,|2008; Tergiman and Villeval, 2023), or aversion to disappointing
others’ expectations (Charness and Dufwenberg} 2006; Dufwenberg and Dufwenberg, 2018; |Gneezy et al.l [2018;




analyzed situations in which proposers in ultimatum games with incomplete information lie
about their endowment or costs of executing a task in order to manipulate responders’ beliefs
and prompt them to accept a less favorable offer (Besancenot et al., [2013; |[Kriss et al., 2013;
Anbarci et al., |2015; (Chavanne and Ferreiral 2017)).

In a pure credence good market, customers cannot verify ex post either the diagnosis or the
treatment. This situation restricts the set of potential costs of lying to the intrinsic disutility
from lying (guilt), which is unrelated to others’ perceptions of dishonest behavior (shame).
Applying these insights to credence goods markets, |Beck et al. (2013) analyze seller guilt aversion
and show that experts who promise fair treatment are less likely to engage in deception.

2 The Model

We analyze a two-person sequential game with asymmetric information between:

e An uninformed Customer, who experiences a problem (or condition).

e An informed Ezpert, who must provide a solution (or treatment).

Essential assumptions are (i) bilateral negotiation, (ii) flexible (endogenous) prices, (iii)
liability: the expert commits to solve the problem of the customer, (iv) “no commitment”:
patients can refuse an offer, (v) non-standard buyer preferences: patients care about how the
surplus from trade is shared between themselves and the expert, (vi) experts have heterogeneous,
privately known lying costs, (vii) “no verifiability”: the customer can observe the outcome of the
treatment, but not the quality of the treatment per se, which opens the door for overcharging;
finally, the customer has no insurance to cover charges related to the problem, which rules out
moral hazard.

Flexible pricing is the norm in many Expert-Customer interactions (car and computer repair,
financial advice, ...). In the healthcare sector, in some countries medical fees are regulated, in
other countries fees are flexible, and patients pay out-of-pocket a significant part of them under
a balance billing scheme (Kifmann and Scheuer| 2011; |Jelovac) 2015} [Besancenot et al., 2023)).
Our problem is relevant in this latter situation.

2.1 Types, information, and technology

Customer types. The customer’s underlying problem is represented by a type:
6e{L,H},

where 6 = L corresponds to a mild problem, and 6§ = H corresponds to a serious problem.
The prior probability of a serious problem is:

Pr(0 = H)=a€(0,1), Pr0=L)=1-a.

Information. The customer experiences the consequences of the problem (the car does not
start, the computer freezes, the patient experiences pain or other adverse conditions), but this
condition does not reveal whether the underlying cause is mild or serious. Thus, the customer
has no private information about 6.

The Expert, does not directly observe 0, instead, observes a diagnostic signal:

se{L,H},

Diagnostic error captures realistic frictions present in medical, mechanical, or technical-expertise
markets (Balafoutas et al., 2013; [Schniter et al., |2021). In general, experts can detect severe
problems with higher accuracy compared to mild problems, as more severe problems generate
stronger, more consistent, and easier to interpret symptoms.

Khalmetski and Sliwka), 2019).



Assumption 1 (Diagnostic technology). To keep the analysiaﬁ as stmple as possible, we assume
that the expert always correctly identifies a serious problem, but may overestimate the severity
of a mild problem. Formally,

Pr(s=H|0=H)=1, Pr(s=L|0=H)=0,
and with probability m € [0,1) the expert misdiagnoses a mild problem as serious:
Pr(s=H|0=L)=m, Pr(s=L|0#=L)=1-—m.

Then Bayes’ rule gives the posterior belief that the problem is serious when the expert
observes s = H:
Pr(s=H|0=H)Pr(0 =H) o
Pr(s = H) Ca+(1-a)r

Pr(@=H|s=H) = (1)
For a very small diagnostic error m, this posterior is close to 1. For a = 1/3 and 7 = 0.20, the
posterior proba is 0.71.

On the other hand, if the signal is s = L, the expert can infer without ambiguity that the
underlying problem is mild, § = L.

Technology. The expert can provide one of two treatments:
te{L,H},

where t = L is a basic treatment and ¢t = H is a sophisticated or multipurpose treatment, with
respective costs
cL>O, cH>0, k<t
We assume that the multipurpose treatment can solve both the mild and the severe problem,
while only the multipurpose treatment can solve the severe problem. The basic treatment cannot

solve the severe problem.

Assumption 2. Technological effectiveness of treatments is:
o If0=1L, botht =L andt = H solve the problem.
e If0=H, onlyt = H solves the problem; t = L fails.

If the problem is solved, the customer obtains a benefit v > 0, independent of whether the
problem was mild or serious. We assume that the surplus from an efficient treatment is positive:
v >l
If the customer has a serious problem (§ = H) and receives the basic treatment (¢ = L),

his condition deteriorates and the mis-treatment is detected. The expert then suffers a large
punishment (e.g. exclusion from the profession), modeled as a penalty

Z>0

to be subtracted from his payoff in that state.

This “one-way” verifiability underpins liability, as an expert guided by cost—benefit consid-
erations internalizes the risk of ex-post litigation and is thereby induced to exert sufficient effort
to solve the customer’s problem.

5And, later on, the design of the experiment.



Deception. After meeting a potential Customer and setting the diagnostic to his problem,
the Expert proposes a contractual pair (m,p): a message to recommend a solution and a price.
The message is cheap talk because the Customer cannot verify whether the announced solution is
(i) appropriate, or (ii) actually implemented. For each message m, a price p = p(m) is specified,
with p(m = L) = p" and p(m = H) :pHE

This framework maps naturally to real-world settings such as car repair or healthcare, where,
after meeting a customer, an expert provider announces: “You need the expensive solution,
and it will cost you X.” This feature distinguishes our approach from standard credence goods
”market” models, in which experts typically post prices prior to meeting customers. In contrast,
our framework emphasizes bilateral recommendations and pricing decisions in a one-to-one
interaction.

If the Expert strategically misrepresents the problem in order to extract additional surplus
from the Customer, he incurs a lying cost. Because such misrepresentation is never revealed to
the Customer, this cost is purely internal: it captures the guilt arising when the Expert’s action
deviates from his own moral standard. Formally, an Expert who recommends a sophisticated
treatment (m = H) for a problem he has diagnosed as mild (s = L) incurs an idiosyncratic
lying cost k.

Assumption 3 (Expert lying cost heterogeneity). If s = L and m = H Y t € {L,H}, the
Ezpert bears a lying cost k. Lying costs are distributed within the population of experts on [0, K]
according to a cumulative distribution function (c.d.f.) ®: [0, K] — [0,1], which is continuous
and strictly increasing.

According to this assumption, the lying cost depends only on the mismatch between s and
m, irrespective of which treatment ¢ is actually implemented. The qualitative structure of the
results would remain unchanged under an alternative specification in which (i) the cost k is
incurred whenever s = L and m = H (the Expert claims that the mild problem is serious) but
(ii) obtains a “feel-good” bonus b > 0 (reducing k) if m = H and ¢t = H: when faced with a
mild problem, he exaggerates its severity (to claim a high price) but nonetheless provides the
sophisticated treatment.

Note that in this analysis, the lying cost is associated to inducing the customer into taking an
unfavorable action to him/herself, even if the person cannot detect this loss (see Gneezy| (2005);
Besancenot et al| (2013)); |[Anbarc et al.| (2015). By contrast, Beck et al. (2013]) will analyze
situations in which the experts make promises, and eventually break them, which entails a
different lying cost.

2.2 Sequence of decisions and decision tree

The stage game is:

Stage 1. Nature draws the customer’s type, as defined by the nature of the problem, 6 € {L, H};
as already mentioned, the probability to be of type H is «.

Stage 2. The expert and the customer meet. The expert observes a diagnostic signal s € {L, H}.

Stage 3. Sends a message m € {L, H} about the type of treatment he offers and post a price
p > 0 (take-it-or-leave-it offer). A price p! is associated to an announced basic solution
m = L, and a price p! is associated to an announced sophisticated solution m = H.
The message is “cheap-talk”, its sincerity cannot be verified ex-post.

Stage 4. The customer observes the message m and the price p (but not 6 or s) and decides
whether to accept (A) or reject (R) the Expert’s offer.

Stage 5. If the customer accepts, the expert chooses a treatment t € {L, H}; this “actual”
treatment is private information to him.

"As we shown later on, these prices must satisfy the Customer’s inequality-adjusted participation constraint.



Figure [T represents the Decision Tree.

The upper branches correspond to the a customers that are affected by a serious problem
(0 = H), the lower branches correspond the (1 — «) customers with a mild problem (6 = L).

In the case of mild problems (8 = L), we agreed (Assumption (1) that the Expert can
misdiagnose a proportion w, with 7 > 0. Therefore, an Expert who attributes the diagnostic
s = H cannot rule out that he made an error, with explains the first information set.

We display on the graph payoffs associated to various strategies. The Expert will claim that
he will implement the “basic” or “multipurpose” solution, and ask respectively the “low price”
pY or the high price p respectively. The price (low or high) is associated to a recommended
solution (his message m).

The Expert is free to implement the solution of his choice regardless of the message, knowing
that in our framework the Customer has no direct mean to observe it. Only in the case in which
the Expert applies a basic treatment to a severe problem the misconduct is detected, given the
negative outcome on his condition.

To keep the analysis simple, we represent in Figure [1| only the payoff dominant strategies.
For example, a “dishonest” expert who claims that the sophisticated treatment is required to
solve the customer’s problem (m = H) and post the high price while the problem is mild
(0 = L), can offer the sophisticated solution, and be sure that the customer’s problem is solved.
However, because the solution per se is not observed, and the basic treatment not only solves
the problem, but it is cheaper, the strategy (s = L, m = H, t = H) is dominated by (s = L,
m=H,t=1L).

Following a similar line of reasoning, the Expert that diagnoses a serious problem will never
offer basic treatment, insofar as this choice would entail a major loss for him/her (and for the
customer as well). This strategy, referred latter as “wrongdoing”, is therefore not represented
in the decision tree.

Payoff Payoff

Expert Customer
Nature Expert Customer t=H
pH_CH v
0 0
Nature
pH_CH v
0 0
0 0
pH-cl-k v
0 0
pi-ct v

Figure 1: Decision Tree

Payoffs. Payoffs depend on whether the Customer accepts or rejects the offer, and, if he/she
accepts it, on whether the implemented solution solves or not the problem of the customer.
In a typical ultimatum game setting, if the customer rejects the offer, both players obtain



payoff OE|
If the customer accepts the offer, the payoffs are:

elf0 =Handt=H,orif § =L and t € {L, H} the customer’s problem is solved and
payoffs are:

W801ved =0 _pi7 with 7 € {LaH}
Wihed = p' — & — Lk, with i € {L,H} and j € {L, H}

where ¢/ is the cost of the actual treatment chosen by the expert, and the cost of lying
k materializes whenever the expert purposely misrepresents the type of the problem (as
he/she diagnosed it), m # s.

e If 0 = s = H and t = L, the treatment fails, the mis-treatment is detected, and the expert
suffers the penalty Z; the respective payoffs are:

wliled — _pi with i € {L, H}
W]f;ﬂed — pi — CL — Z — 1.k

We will take Z large enough that an expert with s = H does not (weakly) prefer ¢ = LH

2.3 Customer’s participation constraint

We assume that the customer is averse to disadvantageous inequality, in the sense of [Fehr and
Schmidt| (1999).

Let E[c | m] denote the customer’s ezpected treatment cost, given his/her beliefs about the
expert’s behavior conditional on the recommended solution by the expert, with m € L, H. If
the customer accepts at price p, his/her expected payoffs are

EWel=v—p,  E[Wg]=p—Elc|m]

Assumption 4 (Social preferences). The customer’s ex-ante utility from accepting an offer at
price p 1s

U(p; Elc| m]) = (v—p) —n[(p — Elc| m]) = (v—p)], (2)

whenever p — Elc | m] > v — p, with n € (0,0.5) denoting the parameter measuring disutility
from being worse-off than the eacpertﬂ
This can be rewritten as:

U(p; Elc | m]) = (1 =n)(v —p) —n(p — Elc| m]). (3)
The customer’s participation constraint (PC) is U(p; E[c | m]) > 0. Solving for p* yields:

p* = (L=n)v+nElc|m]. (4)

8The analysis would not differ much if instead we assume that both players have positive reservation payoffs.
9Formally, one can assume Z > ”’;L so that even the maximal price pf = v cannot compensate the expected
sanction for the highest diagnostic error 7 = 1.

10Requiring that inequality aversion be not too strong ensures that there are monopoly prices consistent with

disadvantageous inequality.




2.4 Customer beliefs and optimal prices
2.4.1 The (low) price associated to a recommended basic treatment

In our setting, because the cost of undertreatement is very high, the Expert recommends a basic
solution (m = L) only if he/she diagnosed a mild problem (s = L)E-I Therefore, the recommen-
dation m = L reveals to the Customer without ambiguity that the Expert will implement the
low-cost solution (that is sufficient to solve the problem).
Formally,
Elejm = L] = ¢*

The expert should choose a price p! that saturates the PC, given by Eq. :
p" = (1 —n)v+mnc". (5)

This is the maximal price the customer is willing to pay for a known low-cost treatment.

Note that p* < v since n > 0 and ¢ < v. Thus the expert leaves a positive fraction of the
surplus v — ¢ to the customer, despite having local monopoly power. This choice does not rely
here on expert’s altruism, it follows instead on customers’ aversion to adverse inequality.

2.4.2 The (high) price associated to a recommended sophisticated treatment

Let p' be the price associated to a recommended sophisticated treatment (m = H). As revealed
in Figure [1] a price p can arise in multiple situations:

e The expert faces a serious problem (0 = H) and recommends the sophisticated treatment

m=H.
e The expert faces a mild problem (6 = L) but misdiagnoses it as serious (with probability
7) and thus recommends m = H.

e The expert faces a mild problem and knows it, but deceives the customer by recommending
m = H and charging a high price p/ while actually using ¢ = L (the low-cost basic
treatment).

Conditional on observing the recommendation m = H and knowing the equilibrium strat-
egy, the customer forms a belief about whether the expert actually implements the high-cost
treatment (t = H).

Let v € [0,1] denote the fraction of experts facing a mild problem who choose to deceive
and recommend a sophisticated solution, while they will implement the basic onelT_QI

We used ¢ € {c”, ¢!} to denote the actual treatment cost. Using Bayes’ rule, under Assump-
tion[l| and given -y, we define the probability that an Expert who recommends the sophisticated
treatment (m = H) will truthfully implement it (at the high cost) as:

a+(l—a)r
a+(l—-—a)r+ (1 —a)(1—m)y

: (6)

q(a,m,7) =Pr(c |m=H,p=p") =

with 9q/0qm > 0 and dq/0v < 0.
Thus the customer’s expected cost conditional on the recommendation (m = H,p = p*) is

Ele|m = H] = q(o, m,7)c + (1- q(a,w,y))cL.

Using the same logic as before, for the expert recommending the sophisticated treatment
m = H (regardless on whether the message is true or false), the PC binds and the optimal price
should be:

171t is never in the interest of the Expert to recommend a basic solution and implement a high-cost treatment.
12The endogenous determination of « will be addressed in the next section.

10



P = (L= +nEle|m = H] = (1= +n|" +ql,m) =) ()

Then we can rewrite Eq. as
p™" = (1 =)o+ ne” +ng(a,m,7) (" ). (8)

We can also define the price gap between the high and low prices as:

p" =" =ng(a,m,y) (" b (9)

2.5 Equilibrium

A (perfect Bayesian) equilibrium consists of:

e An expert strategy specifying, for each diagnostic signal s € {L, H} and lying cost k, a
message m(s, k), a price p(s, k), and (if the offer is accepted) a treatment (s, k).

e A customer strategy specifying, for each observed pair (m,p), whether the customer ac-
cepts or rejects, i.e. a function oc(m,p) € {A, R}.

e A system of beliefs (- | m,p) that assigns, for each information set (m,p), a posterior
probability over the expert’s actual treatment cost ¢ € {cL et }.

These objects must satisfy:

(i) Sequential rationality for the expert: given customer behavior and beliefs, m(s, k) and
p(s, k) maximize the expert’s expected payoff, and if the offer is accepted, ¢(s, k) maxi-
mizes the expert’s continuation payoff, taking into account the sanction Z.

(ii) Sequential rationality for the customer: for each observed pair (m, p), oc(m,p) maximizes
the customer’s expected utility U(p; Elc | m, p]).

(iii) Consistency of beliefs: on the equilibrium path, beliefs (- | m,p) are derived from the
expert’s strategy via Bayes’ rule.
Given a price gap (pH —pk ), the fraction of experts who find it profitable to deceive is

v=Pr[k< " -p")] =2(p" -p"). (10)

In Eq. @D, we defined : p — p = nq(a,m, v)(c? — c*), so the equilibrium fraction of
deceivers (y) must satisfy the fixed-point equation:

v =®(h(y; X)), (11)

where:
a+(l—a)r

a+(l-a)r+(1—-a)(l—-m)y

B(3: X) = (e — b (12)
and X = (a, 7,7, cf ¢l denotes the vector of parameters.

Note that h(vy; X) is continuous and strictly decreasing in +, since the denominator increases
in . Because ® is continuous and strictly increasing, the function ®(h(vy; X)) is continuous and
strictly decreasing in ~.

Under mild regularity conditions (e.g. ®(0) > 0 and h(1; X') > 0), this implies existence and
uniqueness of a solution to Eq. H

Furthermore, a standard sufficient condition for local stability is: ’%@(h(’y;X ))‘ <1, as

evaluated at the fixed point; whether the condition is fulfilled, it depends on the shape of the
distribution ®. In what follows, we assume that it is satisfied.

13The existence of lying costs provides a deterministic solution for the frequency of dishonest agents, in contrast
to Lemma 6 in |Dulleck and Kerschbamer| (2006]) where experts randomize between lying or not.
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2.6 Comparative statics

We now summarize the comparative statics for (i) the frequency of deceiving experts v and (ii)
the high price pf’.
We first consider the effect of diagnostic noise 7 on the frequency of deception .

Proposition 1 (The diagnostic error has a positive impact on the frequency of deceptive rec-
ommendations). Suppose  satisfies the fized-point condition and the map v +— ®(h(v; X))
is locally stable (i.e. |0®(h(y; X))/0v| < 1 at the fized point). Then

dry
%>0'

Proof. Differentiate Eq. (11)) with respect to

Rearranging yields
o
dry o

e 0% *
dm 17877

By construction, 9®/9y < 0 (since ® is increasing in h, and the latter is decreasing in 7), so
the denominator is positive. The numerator is positive because h(vy; X) increases in 7 (both via
the numerator and denominator in ), and ® is increasing. Hence d~y/dm > 0. O

Intuitively, a higher probability of diagnostic error (7) increases the number of situations in
which the ”liable” expert will implement the high-cost solution. The increase in expected cost
triggers an increase in the high price, and of the price gap. In turn, this induces an offsetting
second order effect, as more experts are now tempted to deceive, which tends to reduce the
expected cost and the high price. The second order effect does not take over the first order
effect.

We study now the effect of the diagnostic error m on the high price. Diagnostic noise tends
to raise p’ through the first order effect (higher perceived use of the high-cost treatment,
dg/dm > 0 at constant gamma in Eq. @ but lowers it through the second order effect (more
deception, dq/dy < 0).

Proposition 2. The effect of the diagnostic error on the high price combines a positive effect
(a higher expected cost) with a negative effect (via the increased frequency of dishonesty).

Proof. When ~ is determined endogenously via Eq. , the total effect of a parameter (e.g.
) on pH includes both a direct and an indirect component:

dp™  opf opH dy

dnr~ Orm + oy dn’
Proposition || implies dvy/dm > 0, while Eq. imply dpf /Or > 0 and 9p* /0y < 0. Hence
the sign of dp' /dr is a priori ambiguous.
O

As a corollary, if the second-order effect is small, the diagnostic error must have a positive
effect on the (high) price associated to the recommendation for a sophisticated solution.

In this simple model, the strategy (m = H,t = L,p") always dominates the strategy
(m = H,t = H,p™) because we assumed that the lying cost k applies whenever s = L,m = H.
Because both the basic and the sophisticated treatment solve the mild problem and the solution
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is not verifiable, an expert that does not hesitate to deceive the customer will select the one
that brings him the largest payoff.

In an experimental framework, we cannot rule out that some players will chose the strategy
(m = H,t = H,p"). This can be explained in our model if, as mentioned before, Experts who
lie only about the nature of the problem, but not the nature of the implemented solution bear
a lower lying cost, or, in an equivalent way, obtain a ”feel-good” bonus b when they recommend
the high cost solution for a mild problem in order to charge the high price, but also implement
that treatment ]

3 The Experiment

3.1 Implementation

A total of 220 subjects were recruited from the student population of ESSEC Business School
(France) in response to a call for paid experiments using ORSEE (Greiner, 2015)E Fourteen
sessions were conducted at the ESSEC Experimental Lab in December 2025 and February
2026. Subjects were seated in cubicles and made their decisions on computer screens under
strict anonymity. The experimental program was implemented in oTree (Chen et al. 2016]).
All payoffs were expressed in points, with an exchange rate of 100 points = 10 euros. Sessions
lasted 75 minutes on average, and participants earned €18.50 on average, including a €10
participation fee.

Instructions are provided in the The personal characteristics of our subject

sample are presented in the Table

3.2 Experimental design

The experimental stage game. The experiment consists of a repeated bilateral interaction
between two types of participants, Customers and Fxperts, designed to study: diagnosis, rec-
ommendation and pricing, and the provision of solutions under asymmetric information. At
the beginning of the session, participants are randomly assigned to one of the two roles, and
the assignment remains fixed throughout the experiment. In each of 24 identical periods, every
Customer is randomly paired with a new Expert (stranger design). One period is randomly
selected for payment at the end of the session.

In every period, each Customer faces a new problem, which is either mild (§ = L) or severe
(0 = H). The type is determined by the computer: a severe problem occurs with probability
a = 1/3, while a mild problem occurs with probability 1 — a = 2/3; this probability is known
to all. If the problem is solved, the Customer receives a monetary utility of V' = 100 points; if
not solved, the payoff is zero.

Customers cannot directly observe the true type of their problem. Experts receive a diag-
nostic signal (s € {L, H}): they always observe severe problems without error, but when the
problem is mild, there is a probability 7 that the Expert mistakenly classifies it as severe. Thus,
diagnostic errors occur only in one direction.

We implement three treatments that differ with respect to the error level:

141n this more general model, there would be two thresholds instead of one in the simple model. For k < ko,
the optimal strategy is (m = H,t = L,p™), for ko < k < ko + b the optimal strategy is (m = H,t = H,p"), and
for k > ko + b the optimal strategy is truth-telling (m = L,t = L, p").

'5The pre-registration planned a design with two treatments (one without diagnosis error and one with diagnosis
error) and a total sample of 140 participants. During the implementation of the experiment, we extended
the design to include two additional treatments with different diagnosis error rates. The final design therefore
consists of three treatments: one without diagnosis error and two with different diagnosis error rates. In total, 220
participants were recruited. Because sessions required minimum group sizes, the exact number of participants per
treatment slightly exceeds 70. For the analysis corresponding to the preregistered hypotheses, when applicable,
the two treatments with diagnosis errors are pooled and compared with the treatment without diagnosis error.
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e TO0. No diagnostic error, m = 0;
e T1. Small diagnostic error, m = 0.05;
e T2. Large diagnostic error, m = 0.20.

The no diagnostic case is the baseline; a 20% error level is salient enough for participants
to update the conditional probabilities of deception, given their subjective estimation of the
distribution of lying costs. The small diagnostic error normally is too small to generate a
perceptible change in the conditional probabilities of deception. Any effect associated to such
a small probability would suggest that behavioral changes are driven by ”moral wiggle room”
considerations, as participants may find it easily to deceive their partner if they can shift
responsibility on some form of ”bad luck” (Dana et al., 2007; Vranceanu et al.l |2012).

Experts have access (i.e. can implement) to two solutions:

1. The multipurpose solution (H), which solves both mild and severe problems, at cost
cy = 40 points.

2. The basic solution (L), which solves mild but not severe problems, at cost ¢z, = 0.

Applying the basic solution to a severe problem yields zero payoff for the Customer and
triggers a large penalty of €5 for the Expert deduced from the participation fee.

Customers never observe which solution is actually implemented.

Each period proceeds through the following stages:

1. At the beginning of each round, Nature decides whether the customer’s problem is mild
or severe (f = L or § = H);

2. Expert: Diagnostic stage. After meeting a customer, the Expert observes (possibly
noisy) information about the problem type, (s = L or s = H);

3. Expert: Action stage:

(a) Recommendation (cheap-talk). The Expert sends a message claiming that the
necessary solution to solve the problem is either “basic” or “multipurpose.” This
message is costless and unverifiable. (m = L or m = H)

(b) Price posting. The Expert posts a price p for the proposed solution.

(c) Implementation. The Expert privately chooses which solution will be implemented
if, at the next stage, the customer accepts his/her recommendation, (t = Lort = H).

4. Customer: Accept/reject decision. The Customer decides whether to accept the
offer, based solely on the message (recommendation) and the posted price.

This framework presents a minor difference with the theoretical part, as the decision of what
treatment to actually implement is taken simultaneous with the recommendation; given that
the implemented action is not observable, the order of moves has no effect on the outcome of
the game. We adopt this framework to keep the number of experimental decision stages as low
as possible.

The payoffs in the experiment are similar to payoffs in the theory section. If the customer
accepts the offer:

e Expert’s payoff is: p — ¢;, where ¢; € {cr,cy} is the cost of the chosen solution, and p is
the posted price.

e Customer’s payoff is: v — p if the problem is solved; 0 otherwise.
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If the Customer rejects the offer, both players receive zero.
After each period, feedback is role-specific:

e The Customer learns whether the problem was solved and, if so, the computer displays
the net payoff v — p.

e The Expert learns the true nature of the problem, whether the offer was accepted, whether
the problem was solved, and their monetary profit depending on the implemented solution
p — ¢; where ¢; € {cp,cp}.

Additional Tasks. Following the main 24-period interaction, participants reported on their
gender, age, major of education, country of origin after performing several additional tasks (see
Instructions):

1. Inequality aversion. Participants are randomly assigned to two-person groups, and
must choose among four payoff distributions, of varying payoffs and inequality. After
decisions are collected, roles (Person 1 or Person 2) are randomly assigned; the selected
row determines payments.

2. Altruism. How the participant divides 10 euros between private gain and a donation for
a charity (UNICEF in this experiment).

3. Risk tolerance. We elicit general tolerance for risk using the self-reported 0-10 scale
introduced by Dohmen et al.| (2011).

Experimental hypotheses. The experiment and the below hypotheses were pre-registered
in AsPredicted prior to data collection. EG] To account for multiple comparisons across these
three tests, we control for family-wise error, and we apply a Bonferroni-corrected significance
threshold of a = 0.0167.

Hypothesis 1a. In our incomplete information setting we should observe misbehavior (an-
nounce treatment multipurpose for basic problem) under the form of high price for mild
problems and basic treatment.

Hypothesis 1b. In our incomplete information setting we should also observe misbehavior
(announce treatment multipurpose for basic problem) under the form of high price for
mild problems and multipurpose treatmentE]

Hypothesis 2. More misbehavior will be observed in the presence of diagnosis errorsF;g]

3.3 Results. Descriptive statistics
3.3.1 Experts’ Empirical Strategies

An empirical strategy for the Expert is a n-tuple (s,m,t) with the diagnostic s € (L, H),
the recommendation m € (L, H) and the solution t € (L, H), to which is associated a price
p(s,m,t).

Table [1] presents a summary of the main empirical strategies.

We notice that:

16Ppre-registration on December 1, 2025, https://aspredicted.org/fy6pj5.pdf.
"In a model without lying costs, non-verifiability of the quality of the treatment would cancel out this strategy.
18Based on Proposition 1.
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TO T1 T2

Behavior Signal: Mild Signal: Severe Signal: Mild Signal: Severe Signal: Mild Signal: Severe
Honest % 31.2 98.9 33.3 93.0 28.3 94.1
Misbehavior 1 % 63.2 N.A. 62.2 N.A. 61.4 N.A.
Misbehavior 2 % 4.8 N.A. 3.1 N.A. 8.3 N.A.
Wrongdoing % N.A. N.A. N.A. 2.5 N.A. 1.7
Trrational % 0.9 1.1 1.4 4.5 2.0 4.2
All % 100.0 100.0 100.0 100.0 100.0 100.0

Legend: N.A. Not available. Honest : (s = L,m = L,t =L) and (s = H,m = H,t = H),
Misbehavior 1 (s = L,m = H,t = L), Misbehavior 2 : (s = L,m = H,t= H),
Wrongdoing : (s = H,m = H,t = L) and (s = H,m = L,t = L), Irrational : (s=L,m=L,t=H) and (s= H,m = L,t = H).

Table 1: Overall frequencies of the different strategies by treatment and signal.

e Honesty. Honesty is defined as s = m = t. In the case of a diagnosed mild problem (s =

L), in approximately 30% of the cases Experts honestly recommended a basic treatment,
even if this strategy fully discloses the type of problem, and prevents them from charging
a high price. Close to 100% of the Experts who diagnosed a severe problem (s = H)
recommended the multipurpose treatment (which is a trivial outcome, given the large
cost of a wrong recommendation in this case).

Misbehavior 1. On a majority of cases (61.4—63.2%) Experts claimed that the problem
is severe when it was actually basic, and implement the basic solution (s = Lym = H,t =
L). We will see later that this is nothing but a “selfish lie”, intended to extract an
informational rent from the customer, by charging a high price.

Misbehavior 2. In a small but positive number of cases, seeing a basic problem, the
expert claims that the problem is severe, but also will implement the multipurpose treat-
ment (albeit the basic one would suffice for solving it) (s = Lym = H,t = H). As argued
in the theoretical section, this outcome is possible in our context where the quality of the
solution is not verifiable if experts who falsely claim that the basic problem is actually
severe benefit of a psychological feel-good bonus if they actually implement the sophis-
ticated solution (in this case, they lie “only” about the nature of the problem, but not
about the solution).

The “wrongdoing” (s = H,m = H,t = L), (s = H,m = L,t = L) brings about a high
loss for the customer, and entails a high ex-post cost for the Expert, it should normally
never be implemented. Also strategy (s = L,m = L,t = H) and (s = H,m = L,t = H)
are “irrational” being dominated by the “honest” strategy (s = m =t). These strategies
are quite limited; they are probably an expression of some confusion for the participants,
or fatigue, as they bring no benefit in our setting.

3.3.2 Focus on deceptive recommendations

Aggregate data. Data in Table [I| and Figure [2] suggest that deception by overstating the
severity of a mild problem is prevalent in our setting, which paves the way for Experts to
claim higher prices, expecting that the customers will be induced to accept overpricing. This
result is very much in line with findings of ultimatum games with incomplete information and
deceptive proposers in Kriss et al. (2013); Besancenot et al.| (2013); Anbarci et al.| (2015)); |Cha-
vanne and Ferreira (2017). In the following subsection we will analyze whether these deceptive
recommendations are associated to higher prices, as suggested by Hypothesis 1alT_g]

YTndeed, they are.
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(a) Distributions represented using boxplots (red diamonds: mean) and kernel probability density plots.

Treatment Mean SD Median Min Max

All 0.68 0.32 0.78 0.00 1.00
TO 0.68 0.31 0.80 0.00 1.00
T1 0.67 0.31 0.72 0.00 1.00
T2 0.69 0.34 0.85 0.00 1.00

(b) Descriptive statistics

Figure 2: Expert-level average lying frequency by treatment

Individual behavior over time. To move beyond aggregate statistics, we examine individ-
ual strategies over time in Figure [3| and the summary provided in Table [2| Deception emerges
as a prevalent individual strategy. Across the three treatments, about 75% of experts are “quite
dishonest,” lying at least 50% of the time when they receive a mild signal (i.e., claiming that the
problem is severe, corresponding to misbehaviors 1 and 2). By contrast, about 18% of experts
are “moderately dishonest,” lying less than 50% of the time, while only about 6% of subjects,
the “most ethical”, never lie when given the opportunity.

Table 1 reveals that a small but positive proportion of experts implemented what we referred
to as Misbehavior 2 (facing a mild problem, they claim that the problem is severe, but also
implement a multipurpose treatment) which is in line with Hypothesis H1b.

Because each expert faces several mild problem rounds, we construct an expert-level indica-
tor based on the share of mild rounds in which the expert implements a multipurpose treatment,
that is equal to one if this share is higher than 25%. This threshold allows us to identify experts
who display this type of misbehavior repeatedly rather than as a single isolated decision. We
then test whether the proportion of such experts exceeds a small, non-zero benchmark using a
one-sided exact binomial test. Using this definition, 6 out of 110 experts (5.45%) implement a
multipurpose treatment in more than 25% of mild problem rounds. A one-sided exact binomial
test shows that this proportion is significantly greater than the benchmark probability of 1%
(p < .001). The lower bound of the 95% confidence interval is 2.4%, indicating that repeated
misbehavior occurs at a rate above the minimal benchmark.
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Treatment Always honest Moderately dishonest Quite dishonest
Lie = Misbehavior 1

All % 6.6 20.8 72.6
TO % 5.7 17.1 77.1
T1 % 7.9 21.1 71.1
T2 % 6.1 24.2 69.7
Lie = Misbehavior 1 and Misbehavior 2

All % 6.4 18.2 75.5
TO % 5.6 13.9 80.6
T1 % 7.9 18.4 73.7
T2 % 5.6 22.2 72.2
Legend:

Misbehavior 1: (s = L,m = H,t = L), Misbehavior 2: (s = L,m = H,t = H).
Always honest: never lies.

Moderately dishonest: lies less than 50% of the time.

Quite dishonest: lies at least 50% of the time.

Lying is defined either as adopting misbehavior 1 (upper part of the table) or both
misbehavior 1 or 2 (lower part of the table).

Table 2: Frequency of dishonesty categories when s = m

Deception and diagnostic error. A quick look to Table[l|and Figure 2| reveals that data do
not corroborate Hypothesis 2 — the overall percentage of cases of deception does not increase
from TO to T1, nor from T1 to T2 (remember that the diagnostic error was respectively 0%,
5%, 20%). This observation is consistent with the theoretical model if the sensitivity of the
c.d.f. of the lying cost to a change in the gain from lying (p — p”) is small (see Eq.

To test whether a higher diagnosis error is associated to more misbehavior 1 [and misbehavior
2], we compare experts’ aggregate frequency of misbehavior between the treatment without
diagnosis error (T0) and the treatments with diagnosis error (T1 and T2) using a two-sided
Welch two-sample t-test. The results show no significant difference between conditions: the
mean frequency of misbehavior is 0.683 (SD = 0.310) without diagnosis error and is 0.680 (SD
= 0.320) with diagnosis error (t(71.44) = 0.06, p = 0.9513).

However, as revealed in Table [2] the aggregate effect hides an interesting composition effect.
When the diagnostic error increases, the proportion of experts lying “moderately” increases,
while the proportion of experts lying systematically decreases. The proportion of “most ethical”
participants (6%) is invariant to the diagnostic error.

3.3.3 Prices

If customers were concerned only with their own payoff, then under the liability constraint
(according to which the expert commits to solving the problem) they would accept prices as
high as their reservation utility, v = 100. If, as assumed in our theoretical model, customers are
inequality-averse and reject offers perceived as “unfair”, this places a limit on the prices that
experts can charge. The analysis in this section tends to corroborate our modeling assumption.

The distribution of prices. Figure [4] presents the distribution of prices, by treatment, and
as associated to Experts with the three key empirical strategies - truthful recommendation when
the signal is mild (s = L,m = L,t = L) (true low price), truthful recommendation when the
signal is severe (s = H,m = H,t = H) (true high price), and deceptive recommendation when
the signal is mild, followed by implementation of the basic treatment (s = L,m = H,t = L),

29For example, the value of the p.d.f. can be small if the peak of the distribution is situated to the left of the
equilibrium gap, which can be the case when the frequency of dishonest behavior is as high as in our data.
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Figure 3: Evolution of individual behavior in the rounds with a mild problem

what we referred as misbehavior 12

On average, the price associated with misbehavior 1 p(s = L;m = H;t = L) is much higher
than the price associated with truthtelling in the mild case p(s = Lym = L;t = L). As shown in
Table the mean price in the first case (mean = 63.79) is significantly higher than in the second
case (mean = 42.97), p < .001. The effect size (Cohen’s d = 1.11 , 95% CI [0.79, 1.42]) is higher
than expected in the power analysis (0.8). These findings further support our Hypothesis 1a,
misbehavior is indeed associated with a higher price compared to truthtelling contingent upon
facing a mild problem. This strategy is quite ”efficient” for the dishonest expert, since the cost
of the basic solution was normalized to zero.

We further investigate whether the subject-level average “deceptive” high price p(s = L;ym =
H;t = L) (misbehavior 1) is different from “true high” price p(s = H;m = H;t = H). The
mean price in the first case was significantly lower than in the second case (mean = 69.95),
p = 0.0008, Cohen’s d = 0.47, 95% CT [0.20, 0.75]. Thus, while the “deceptive” high price and
the “truthful” high price are relatively close, they do differ significantly.

As the regression analysis in the next section will show, participants were subject to a
substantial learning effect. Choices in the early periods appear to be driven by a trial-and-error
mechanism through which experts attempt to learn the customers’ acceptance threshold. As a
robustness check, we therefore examine the distribution of prices for the last 12 out of the 24
rounds (lower panel of Figure . The distributions of the “high” prices tend to converge, while
the distribution of the low price exhibits a clear single peak.

In the same the price associated to misbehavior 2 p(s = L;ym = H;t = L) (mean=63.76) is

2In the preregistration, Hypothesis 1a was supposed to be tested by comparing experts’ subject-level average
prices in the mild problem—basic treatment case, which normally features a bimodal distribution (truthtelling
vs. lies), with prices in the severe problem—multipurpose treatment case. However, this comparison would not
directly isolate deceptive behavior. In our setting, the misbehavior of interest arises when experts facing a mild
problem claim that a more expensive treatment is required, in order to justify a higher price. To directly capture
this mechanism, we compare now prices for announced severe with announced mild problems, within the set of
mild problems.
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close to the price associated to misbehavior 1. We remind here that the cost of the basic solution
is C'r, = 0 while the cost of the multipurpose solution is C'y = 40. In this case, on average, an
expert that implement the truthtelling strategy would obtain a net gain of py = 42.97 while
deceiving experts using misbehavior 2 would obtain a much lower 63.76 — 40 = 23.76. It turns
out that this strategy, while a priori feasible, is inefficient (the Expert would be better-off by
telling the truth, and implementing the low cost treatment). This explains why the frequency
of implementation of this strategy decreased in time, as participants learned what the feasible
payoffs are.
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(a) Distributions represented using histograms and kernel probability density plots.

Treatment
Comparison All TO T1 T2
All rounds
True low price versus Misbehavior 1 p-value < 0.001 0.0024 < 0.001 < 0.001
Misbehavior 1 versus True high price p-value  0.0008 0.061 0.0041 0.1
True low price versus True high price p-value < 0.001 < 0.001 < 0.001 < 0.001
Last 12 rounds
True low price versus Misbehavior 1 p-value < 0.001 0.0082 0.0008 0.0007
Misbehavior 1 versus True high price p-value  0.014 0.073 0.14 0.2
True low price versus True high price p-value < 0.001 0.0007 < 0.001 0.001
Legend: True low price: (s = L,m = L,t = L), Misbehavior 1 (s = L,m = H,t = L),
True high price : (s=H,m =H,t=H)

(b) Two-sided Welch two-sample t-test comparisons

Figure 4: Average expert prices by case and by treatment

Diagnostic error and prices. The theoretical analysis made two important claims:

1. In our environment, the announcement of a basic solution is associated to a low price that
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Case Treatment Mean SD Median  Min Max p-value (vs T0)*

True low price All 4297  24.05 50.00  0.00 100.00 -
TO 48.81 27.81 50.67  0.00 100.00 -
T1 46.25 1991 50.00 0.00  86.00 0.6995
T2 33.50 21.65 36.50  0.00  65.00 0.0296
Misbehavior 1’s price  All 63.79 13.21 66.25 5.00  90.00 -
TO 67.96 14.02 70.56 30.62  90.00 -
T1 64.58 8.69 67.50 40.00  77.67 0.24
T2 58.47 15.04 59.22 5.00 83.33 0.0115
Misbehavior 2’s price  All 63.76  16.74 65.00 40.00 93.33 -
TO 65.73  15.81 68.67 40.00  80.00 -
T1 70.04  20.47 70.00 40.00 93.33 T
T2 59.00 14.55 61.25 40.00  90.00 T
True high price All 69.95 12.83 70.84 36.00 100.00 -
TO 74.39 14.02 76.29 40.00 100.00 -
T1 71.37 10.81 72.61 40.00 98.33 0.3048
T2 64.02 11.58 65.00 36.00  89.58 0.0011

Legend: True low price : (s=L,m = L,t=1L),

Misbehavior 1 (s = L,m = H,t = L), Misbehavior 2 (s = L,m = H,t = H),
True high price : (s= H,m = H,t=H)

*: Two-sided Welch two Sample t-test

t: Small sample size (n = 9-16)

Table 3: Descriptive statistics of average expert prices by case and by treatment

is invariant to the diagnostic error. The low price always signals that the problem is mild
and that the corresponding treatment is basic (and therefore low cost).

2. The announcement of a sophisticated solution is associated to a high price. If the frequency
of dishonest behavior is insensible to the diagnostic error (which seems to be the case in
the experiment), this high price should increase with the diagnostic error.

Data in Table and Figure show that both the low price and the (two) high prices decrease
as diagnostic error increases (between TO0 to T2).

The observed decrease in the “true low price” is therefore puzzling. This treatment effect on
the low price may reflect forces that go beyond pure “informational considerations”. In partic-
ular, the presence of diagnostic error may generate a more general discomfort or deterioration
in customers’ beliefs about the competence of experts (Schniter et al., 2021; Liu et al., [2025).
Even though the instructions clearly state that severe problems are diagnosed perfectly and
that customers are never exposed to the catastrophic consequences of a severe problem treated
as mild, participants may nevertheless develop negative feelings toward the expert profession
when diagnostic error is possible. As a result, customers may become generally more reluctant
to accept offers, which could push both high and low prices downward. This explanation is
backed by regression analysis of customer acceptance (Table @: the acceptance rate is lower in
the high diagnostic error treatment (T2) compared to the baseline.

As data in Table 3| as well as Figure [5| show, between TO (no error) and T2 (large error)
the reduction in the low price (15.3) is larger than the reduction in true high price (10.3) or
the reduction in the deceptive high price (9,5) which, on a difference-in-differences logic, brings
supportive evidence for a positive direct effect of the diagnostic error on the high price@

22 A regression model of prices by treatment (70, 7'2) and recommended solution (m = (L, H)) in the Appendix
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Figure 5: Average experts low, high and deceptive prices in TO and T2

3.3.4 Customer acceptance

Let us turn our attention to the choice of the Customer of whether to accept the recommended
treatment at the offered price.

As shown in Figure @ on average, approximately 80% of the customers accepted experts
offers (which is in line with the general result in ultimatum games Oosterbeek et al.| (2004))),
both for a basic and a multipurpose solution.

At the first glance, the treatment (diagnostic error) has no impact on the acceptance rate,
a result that will be investigated further on. In the following subsection, we test the robustness
of the descriptive results using regression analysis that controls for sample heterogeneity@

Table[BZ reveals that the difference-in-differences — as captured by the interaction term — is large and statistically
significant.
23The regression analysis will reveal some weak treatment effect.
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(a) Distributions represented using boxplots (red diamonds: mean) and kernel probability density plots.

Solution Treatment Mean SD Median Min Max
Basic All 0.79 0.25 0.86 0.00 1.00
TO 0.77 0.25 0.85 0.20 1.00
T1 0.85 0.22 1.00 0.25 1.00
T2 0.76 0.27 0.80 0.00 1.00
Multipurpose All 0.78 0.17 0.82 0.29 1.00
TO 0.80 0.15 0.85 0.45 1.00
T1 0.78 0.18 0.83 0.35 1.00
T2 0.77 0.18 0.78 0.29 1.00

(b) Descriptive statistics

Figure 6: Average customer accepting frequency by solution and treatment

3.4 Results: Regression Analysis

To further analyze participants’ behavior in the experiment, we estimate a series of mixed-effects
regression models. Binary outcomes (acceptance decisions and lying behavior) are estimated
using generalized linear mixed models with a probit link, while prices are estimated using linear
mixed models. All specifications include random intercepts at the participant level to account
for repeated observations within individuals@ We also explored specifications including session
level random effects; however, the estimated variance at the session level was effectively zero, and
likelihood-ratio tests indicated no improvement in model fit. We therefore retain specifications
including only participant level random intercepts.

In addition, all models included the following variables: treatment (T0, T1 or T2), round
number, sex (male=1), area of origin (France, Asia or Other), tolerance for risk (scale 0-10),
altruism level, and inequality preferences. Altruism level is a categorical variable that can
take the values “zero donation” if the participant decides not to donate any amount, “full
donation” if the participant decides to donate the full amount, and “partial donation” if the

24Models are estimated in R using the lmed package.
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Lie (All rounds) Lie (Last 12 rounds)

Est. 95% CIL p-value Est. 95% CI p-value
Constant Z1.050 (0.985) [-2.980, 0.880] 0.286  —1.264 (1.799)  [-4.780, 2.262]  0.482
T1 —0.044 (0.322)  [-0.675,0.586] 0.890  —0.656 (0.544)  [-1.723,0.410]  0.228
T2 0.145 (0.329) [-0.501, 0.791]  0.660 0.242 (0.576) [—0.886, 1.370] 0.674
Round 0.027%%* (0.006)  [0.016, 0.039] <0.001  0.015 (0.020)  [-0.024, 0.053]  0.452
Male —0.318 (0.272)  [-0.852, 0.216]  0.243 —0.346 (0.457) [—1.241, 0.550] 0.449
Origin: Asia —0.595° (0.320) [-1.223,0.032] 0.063 —1.240* (0.563) [—2.343, —0.136]  0.028
Origin: Other 0.080 (0.441)  [-0.784,0.944] 0.856  0.030 (0.750)  [-1.431, 1.509]  0.959
Graduate 0.343 (0.320) [—0.284, 0.969]  0.284 0.801 (0.551) [—0.278, 1.880] 0.146
Tolerance for risk (scale 1-10) 0.079 (0.064) [-0.046, 0.205]  0.216 0.138 (0.114) [—0.085, 0.361] 0.224
Donation task: Partial donation —0.189 (0.313)  [-0.803, 0.425]  0.546 ~ —0.315 (0.553)  [—1.398, 0.769] 0.569
Donation task: Full donation 0.043 (0.560) [-1.054, 1.140]  0.939 —0.580 (0.930) [—2.403, 1.244] 0.533
Inequality task: Egalitarian 1.280 (0.872) [-0.429, 2.990]  0.142 2.327 (1.641) [—0.889, 5.543] 0.156
Inequality task: Efficiency-oriented 1.215 (0.879) [-0.508, 2.939]  0.167 1.888 (1.609) [—1.265, 5.041] 0.240
Participant intercept Std. Dev. 1.205 1.805 (0.282) [1.329, 2.451]
Num.Obs. 1599 798
R2 Marg. 0.077 0.144
R2 Cond. 0.624 0.799
AIC 1508.8 698.1
BIC 1584.1 763.6
ICC 0.6 0.8

Note: * p<0.1, * p<0.05, ** p<0.01, *** p<0.001.
Lie = 1if (s = Lym = H), and 0 if (s = L,m = L)

Table 4: Estimates of generalized linear mixed-effects model of lying behavior

participant decides to donate any amount between 0 and 100%. Inequality preferences is a
categorical variable that can take the values “Advantageous-inequality loving” if the participant
chooses the distribution (2,1), “Egalitarian” if the participant chooses the distribution (2,2),
and “Efficiency-oriented” if the participant chooses the distribution (2,4) or (2,6).

Deception. We first implement a lying model, taking into account only observations where
the Expert received a mild signal (s = L) (which allows for deception). Lying is defined as a
binary variable that equals 1 if the Expert recommends a multipurpose solution (s = L,m = H),
and 0 otherwise (s = L,m = L). The results are reported in Table 4. We estimate the model
for all the 24 rounds, and only for the last 12 rounds when, normally, the learning effect is
contained.

In line with the descriptive statistics results, the factors included in the regression model
have little influence on the frequency of deceptive behavior (misbehavior type 1). In particular,
the treatment effect (higher diagnostic error) is not statistically significant. This may reflect
the relatively small number of independent observations: of the 220 students, only half played
the expert role, and only two-thirds were exposed to mild problems. This limited sample size
may explain why, for instance, we cannot detect a treatment effect.

Prices. The price model in Table 5| uses all observations in our dataset. Besides the treatment
dummies, it further includes a dummy variable that equals 1 when the signal is mild and
the recommended solution is multipurpose (s = L,m = H) and 0 otherwise, and a dummy
variable that equals 1 when the signal is severe and the recommended solution is multipurpose
(s = H,m = H) and 0 otherwise. These two dummies allow us to infer the average high price
depending on whether it is associated to truth-telling, or deception.

Appendix Table presents an alternative regression model, which, for the sake of compar-
ison with data in Figure [5] uses only observations from T0 and T2P%] The model includes a
“high price” dummy variable taking the value of 1 for m = H — the expert announces multipur-
pose solution (and charges a high price), the T2 dummy, and also an interaction term between

250bservations where the behavior is considered as Wrongdoing or Irrational are not included
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Price (All rounds)

Price (Last 12 rounds)

Est. 95% CI p-value Est. 95% CI p-value
Constant 39.980*** (8.470) [23.371, 56.589] <0.001  46.508*** (7.918) [30.975, 62.041] <0.001
T1 —2.261 (2.816) [=7.784,3.262] 0422 —2.836 (2.607) [=7.950, 2.278]  0.277
T2 —9.642%** (2.875) [—15.279, —4.004] <0.001 —8.989%** (2.661) [—14.209, —3.768] <0.001
Mild signal and Multipurpose announced solution 16.987*** (0.714)  [15.587, 18.387]  <0.001  16.503*** (0.757)  [15.017, 17.988]  <0.001
Severe signal and Multipurpose announced solution — 22.256*** (0.679)  [20.926, 23.587]  <0.001 ~ 20.386*** (0.713)  [18.986, 21.785]  <0.001
Round 0.330%%* (0.033)  [0.274,0.403]  <0.001  0.132* (0.063) [0.008,0.256]  0.037
Male 6.050* (2.364) [1.414,10.685]  0.011 3.533 (2.188) [-0.759, 7.825]  0.107
Origin: Asia 7.194% (2.820) [1.664, 12.725]  0.011  G.770%* (2.611) [1.649, 11.892]  0.010
Origin: Other 10.141%% (3.770)  [2.750, 17.533]  0.007  7.408* (3.489) [0.563, 14.253]  0.034
Graduate —0.437 (2.806) [—5.939, 5.066] 0.876 —0.562 (2.597) [—5.657, 4.534] 0.829
Tolerance for risk (scale 1-10) 0.557 (0.561) [—0.543, 1.656] 0.321 0.949° (0.519) [—0.069, 1.967] 0.068
Donation task: Partial donation —1.725 (2.754) [=7.125, 3.674] 0.531 —2.665 (2.549) [=7.665, 2.334] 0.296
Donation task: Full donation 4219 (4.678) [-4.954, 13.393] 0367  0.832 (4.330) [-7.662,0.326]  0.848
Inequality task: Egalitarian —5.185 (7.495)  [~10.882,9.511]  0.480  —7.470 (6.939)  [-21.082, 6.142]  0.282
Inequality task: Efficiency-oriented —0.534 (7.596) [~15.430, 14.361]  0.944 —1.782 (7.032) [—15.578, 12.014]  0.800
Participant intercept Std. Dev. 11.414 10.545
Residual Std. Dev. 11.616 7.907
Num.Obs. 2640 1320
R2 Marg. 0.309 0.347
R2 Cond. 0.648 0.765
AIC 20769.8 9525.8
BIC 20869.8 9613.9
1CC 0.5 0.6

Note: ° p<0.1, * p<0.05, ** p<0.01, *** p<0.001

Table 5: Estimates of linear mixed-effects model of prices

T2 and the high price dummy aimed to capture the diff-in-diff effect, controlling for sample
heterogeneity.

Appendix Table [B3|is a variant of the model in Table [5] including a dummy that takes the
value of 1 for (s = L,m = H,t = H), and zero otherwise - facing a mild problem, the expert not
only claims that the problem is severe, but also will implement the high cost treatment, referred
to as misbehavior 2. We argued before that this strategy turns out (ex-post) to be inefficient,
since the monetary gain of the expert is lower that the monetary gain he might obtain using
the truthtelling strategy.

We can observe that:

e In line with the descriptive statistics, the announcement of a severe problem (m = H) is
associated with a higher price than the announcement of a mild problem. However, this
high price is lower when it is associated with deception (s = L) than when the problem is
truly severe (s = H)@

e There is a significant negative treatment effect: a higher diagnostic error is associated
with a lower average price (undifferentiated with respect to the announced solution).

e As revealed in Figure [5| the negative price effect is stronger when it concerns the low
price, as shown by the significant interaction term (in Table m
Customer acceptance. Finally, we analyze factors explaining the Customers’ decision to
accept an offer (m, p(m))
The acceptance model includes as dependent variable a dummy that takes the value of 1 if
the customer accept the offer, and as explanatory variables the posted price, centered around its
sample mean to facilitate the interpretation of interaction effects, a dummy variable that takes

2

26 As shown in Appendix Table the price associated misbehavior 2 is higher than the price associated to
misbehavior 1, albeit the differences vanishes in the last rounds, when the frequency of misbehavior 2 tends to
Z€ro.

2"There is a +7.195 diff-in-diff as shown by the coefficient of the interaction term.
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Accept (All rounds) Accept (Last 12 rounds)

Est. 95% CI p-value Est. 95% CI p-value
Constant 1.049° (0.555)  [-0.039, 2.136]  0.059 1.674 (1.043) [-0.370, 3.718]  0.108
T1 —0.215 (0.199)  [~0.606,0.175]  0.280  —0.360 (0.360)  [~1.065, 0.345]  0.317
T2 —0.508* (0.197)  [~0.894, —0.121]  0.010  —1.000%* (0.357) [—1.700, —0.300]  0.005
Price (centered) —0.032%% (0.003) [-0.030, —0.025] <0.001 —0.068*** (0.009) [—0.086, —0.051] <0.001
Multipurpose announced solution 0.819%** (0.095) [0.633, 1.005] <0.001  1.435%** (0.190) [1.063, 1.808] <0.001
Multipurpose announced solution : Price (centered) —0.028*** (0.005) [-0.037, —0.019] <0.001 —0.045%** (0.012) [-0.068, —0.023] <0.001
Round 0.024%* (0.005)  [0.014, 0.034]  <0.001  0.056*** (0.017)  [0.024, 0.089]  <0.001
Male —0.203 (0.179)  [~0.644,0.059]  0.103  —0.415 (0.323)  [-1.049, 0.218]  0.199
Origin: Asia —0.304 (0.197) [-0.690, 0.083] 0.124 —0.261 (0.354) [-0.955, 0.433] 0.461
Origin: Other 0.108 (0.215) [—0.313, 0.528] 0.616 0.389 (0.395) [—0.386, 1.164] 0.325
Graduate 0.076 (0.197) [0.311, 0.463)  0.700  —0.036 (0.357)  [~0.735, 0.664]  0.920
Tolerance for risk (scale 1-10) 0.055 (0.035) [-0.014, 0.125] 0.117 0.032 (0.063) [—0.092, 0.156] 0.615
Donation task: Partial donation —0.087 (0.173) [—0.425, 0.252] 0.615 —0.223 (0.313) [—0.836, 0.390] 0.476
Donation task: Full donation 0.681* (0.335) [0.023,1.338] 0042  0.596 (0.601) [-0.583, 1.774]  0.322
Inequality task: Egalitarian —1.130* (0.518)  [—2.146, —0.114]  0.029 —1.674° (0.931) [—3.498, 0.150] 0.072
Inequality task: Efficiency-oriented —0.533 (0.482) [~1.477, 0.410] 0.268 —1.118 (0.865) [—2.814, 0.578] 0.196
Participant intercept Std. Dev. 0.684 1.203
Num.Obs. 2640 1320
R2 Marg. 0.368 0.457
R2 Cond. 0.570 0.778
AIC 2089.1 912.5
BIC 2189.0 1000.7
I1CC 0.3 0.6

Note: ° p<0.1, * p<0.05, ** p<0.01, *** p<0.001

Table 6: Estimates of generalized linear mixed-effects model of acceptance behavior

the value of 1 if the recommended solution is multipurpose and 0 otherwise, and the interaction
between these two. The results are reported in Table [6]
We can point out that:

e In line with the theoretical analysis, the posted price (in general) has a significant negative
impact on the acceptance rate.

e At a given price, announcing a multipurpose solution (m = H), even when it may rely on
deception, has a positive impact on the acceptance rate. To some extent, this behavior
ex-post justifies the decision of dishonest experts to lie in the first place.

e The sensitivity of the acceptance rate to the price is higher for the high price, compared
to the low price, as revealed by the significant interaction term.

e There is a weakly significant negative effect of T2 (strong diagnostic error) on the accep-
tance rate in the full dataset; the effect becomes stronger when considering only the last
rounds.

Learning the preference for fairness. The Round variable is highly significant in all re-
gression models (Lie, Price, Acceptance), indicating a strong learning effect. The frequency of
lying increases over the 24 rounds, and posted prices also rise over time. In turn, the acceptance
rate also increases over the 24 rounds: the positive effect of increased lying offsets the negative
effect of higher prices on the decision to accept.

All regression tables report results based on (i) the full set of observations over the 24 rounds
and (ii) only the observations from the last 12 rounds. When focusing on the latter subsample,
the round effect becomes non-significant in the Lie equation and only weakly significant in the
Price equation (while remaining significant in the Acceptance equation).

Learning effects are common in analyses of trades under imperfect information. In experience-
goods markets with bilateral trade, prices evolve as buyers discover the quality of the good after
consuming it. In our experiment, customers do not discover the quality of the service even after
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consumption. However, through repeated interactions the expert learns an important piece of
information: the lowest offer that customers are willing to accept given the message sent. In
other words, the expert learns about customers’ preferences for fairness.

3.5 Discussion of experimental results

The experimental results, both in the descriptive statistics and in the regression analysis, high-
light several patterns that confirm the importance of deception in our lab-simulated bilateral
negotiation for expert services.

Deception. The customer’s ability to refuse an offer, together with concerns for a fair division
of the surplus, sets a cap on the intensive margin of overpricing, that is, on the extent to which
a dishonest expert can overcharge. Even when experts exaggerate the severity of the problem,
asked-prices remain bounded by the customer’s preference for a fair allocation of the surplus.

The extensive margin, i.e., the frequency of dishonest behavior, results from the trade-off
between the benefit of lying and the individual-specific cost of deception (guilt aversion). In
the theoretical framework, this margin should be related to the diagnostic error. In contrast to
this prediction, the experimental data show that the frequency of lying does not significantly
respond to the level of diagnostic error.

Prices. In the theoretical analysis, the price associated with the recommendation of a basic
treatment is informative about the underlying state: when the signal is mild, the underlying
problem must also be mild, and the recommended price should simply reflect the cost and
surplus sharing considerations associated with the basic treatment. In this sense, the price
attached to the basic treatment recommendation is fully-revealing. It is therefore surprising
that, in the experimental data, the low price reacts systematically to the level of diagnostic
error.

One possible explanation lies in the heterogeneity of agents in the laboratory, compared
with the homogeneous-player assumption underlying the theoretical model. This heterogeneity
is visible in the distribution of prices conditional on the recommended treatment. In particular,
prices associated with recommendations for mild problems are dispersed over a wide interval,
with some of these prices falling within the range typically associated with severe treatments.
Such dispersion suggests that subjects adopt heterogeneous pricing strategies and that cus-
tomers face substantial uncertainty about the type and behavior of the expert they interact
with.

A second interpretation is related to belief formation and bounded rationality. Subjects
may interpret diagnostic error not only as a technological feature of the environment but also
as a signal about the competence or reliability of the expert (Schniter et al., 2021} Liu et
al.l 2025). In this case, higher diagnostic error can increase perceived uncertainty about the
expert’s information, leading both experts and customers to adjust their pricing and acceptance
strategies. This behavioral interpretation can generate a reaction of the low price to diagnostic
error even though such a relationship is absent in the benchmark theoretical model.

Over the course of the experiment, this heterogeneity appears to become somewhat mod-
erated. In later rounds, subjects may gradually form expectations about the behavior of an
“average” participant in the laboratory, which tends to reduce, but not fully eliminate, the dis-
persion in strategies. Finally, some of the remaining discrepancies between theoretical predic-
tions and experimental outcomes may also reflect the relatively limited number of independent
observations available in the data.

Binding fairness constraint. In a model with altruistic experts but without inequality-
averse customers, any offer that yields strictly positive utility would be accepted by customers
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(in our framework, any p < v). Hence, acceptance decisions would be independent of the price
(fee) level. In contrast, if limited surplus extraction arises from the Expert’s concern that an
“unfair” offer may be rejected by the Customer, the acceptance rate should be inversely related
to the demanded price. Our experimental finding that higher prices reduce the probability
of acceptance thus provides empirical support for the presence of inequality aversion on the
demand side, as assumed in our model.

In the analysis of the special healthcare credence market, many analyses of the patient-
physician relationship rely on the assumption of physician altruism (Arrow, 1963; McGuire,
2000)). In settings where physicians can freely set their fees, this assumption implies that
they do not fully exploit their market power and therefore do not extract the entire surplus
from patients. Our analysis suggests that beside altruism, the patient fairness constraint may
prompt the physician to restrain from charging a too high fee. Whether in real-life physicians’
moderation in pricing decisions is driven by altruism or by the anticipation of patients’ inequality
aversion remains an interesting avenue for future research.

4 Conclusion

The results of this study have direct implications for credence-good markets in which experts
possess diagnostic authority. In the model patients not only cannot infer whether a recom-
mended treatment is appropriate (in a typical credence good setting), they also cannot verify the
nature of the treatment actually provided (no verifiability), which creates scope for overcharging
and overtreatment. By design, the present analysis rules-out the possibility of under-treatment
(liability holds).

Compared with other studies of frictionless markets, in this paper experts recommend a
treatment and post a price after meeting the customer. This type of bilateral negotiation
is specific to markets with customer search costs, in which sellers have substantial bargaining
power. On the other hand, in this model customers are concerned with fairness and would reject
offers that provide what they perceive as an unfair split of the surplus. Furthermore, experts
bear a lying cost, and this cost differs across individuals. We show that mechanisms allowing
patients to discipline experts, such as the possibility of rejecting a perceived unfair offer, may
limit excessive pricing but are unlikely to eliminate incentives for diagnostic manipulation.

The results from the experiment reveal substantial overpricing: a majority of experts claim
that a mild problem is severe and charge a price close to the truthful price associated with
a severe problem requiring a high-cost solution. A small but positive number of experts will
overcharge but not underproduce quality, even if, in our framework, the solution is not verifiable.
The frequency of dishonest experts appeared to be insensitive to diagnostic accuracy. Prices,
both truthful and deceitful, tend to decrease as the error margin increases, but the high price
would decrease less. than the low price. The analysis also reveals substantial expert learning
about customers’ preferences for fairness.

These insights echo longstanding concerns in healthcare economics about physician-induced
demand. When patients cannot verify the necessity of care, physicians may have incentives to
recommend more intensive or costly treatments and to overcharge. Moreover, when patients
are unable to assess the quality of treatment, physicians can provide a basic service while still
charging a high price.

In this paper, we argue that patients’ concern for a fair allocation of surplus, combined
with their ability to reject an offer, may discipline pricing but does not reduce the incidence
of deceptive diagnoses. By contrast, mechanisms that either reduce informational asymme-
tries or improve patients’ outside options can mitigate deceptive practices. Examples include
standardized protocols, diagnostic and treatment technologies that generate auditable records,
improved access to second opinions, reputation and review systems, and referrals by general
practitioners. Recent advances in digital decision-support tools may further expand access to
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medical information. In particular, large language model (LLM)-based advisory systems could
assist patients in interpreting medical information and obtaining preliminary guidance, thereby
contributing, albeit imperfectly, to reducing informational asymmetries between experts and
patients.

This study has built on several simplifying assumptions. First, the analysis considers a
one-shot interaction between the expert and the customer and therefore cannot address feed-
back effects and reputation building. In many real-world credence-good markets, long-term
relationships may discipline expert behavior and reduce incentives for deception. Second, the
model assumes that the quality of successful treatments is not verifiable by customers. This
assumption may be too strong in some contexts, such as healthcare, where patients may seek
evidence that the treatment has actually been performed. Finally, the analysis assumes that
customers are uninsured against the problem they face, thereby abstracting from moral hazard
concerns. All these simplifications provide interesting avenues for future research.
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Appendix A Experiment Instructions

Appendix A.1 Instructions of treatment TO

Introduction

Instructions

Welcome to this experiment!

Please read these instructions carefully. Do not speak to the other participants and keep
quiet during the entire experiment. If you have a question, please raise your hand and wait for
the administrator to come to you.

At the beginning of the experiment, you are randomly assigned a role: Customer or Ex-
pert. Roles do not change during the experiment, but in each round you will interact with a
different participant, selected at random.

In this experiment you can earn money. There is a show-up fee of €10.00. How much
you earn depends on your own decisions and the decisions of the players you interact with.
The experiment includes 24 identical rounds. One of the rounds will be randomly selected for
payment at the end of the experiment. The exchange rate is 10 points equals €1.

All participants receive the same instructions. All decisions are anonymous: neither you nor
anybody else will be informed about the identity of the participants you interacted with. No
one will be informed about the payments to other participants.

General description At the beginning of the experiment all participants are assigned to one
of two roles, Customer or Expert. You will be informed about your role at the beginning of the
experiment.

The experiment consists of 24 identical rounds. In each round the Customers have a new
problem. Each Customer is matched at random with an Expert. Pairs are rematched every
round.

Type of problems. In each round the computer randomly determines whether the problem
is severe or mild. Whether it is classified as severe or mild depends on the solution needed to
address it. A solved problem — no matter whether severe or mild — brings a payoff V>0 to the
customer, an unsolved problem provides him/her with zero payoff.

On average, the problem is severe in 1/3 of the cases and mild in 2/3 of the cases.

The Expert must first assess whether the problem is severe or mild, then provide a solution
and post a price.

Asymmetric information 1. The Customer cannot determine the nature of the prob-
lem — whether the problem is severe or mild. The Expert must first assess whether the problem
is severe or mild, and then provide a solution and post a price.

Precision of the diagnostic. The Expert can always detect a mild or a severe problem
without error.

Type of solutions. Experts can provide two types of solutions, the multipurpose and
the basic. If the solution allows the problem to be solved, the Customer obtains a payoff of
100 points, otherwise his/her payoff is zero.

e The multipurpose solution can solve both mild and severe problems.
e The basic solution can solve only mild problems.

e If the basic solution is applied to a severe problem:

— the Customer obtains zero payoft;

— the Expert receives a large penalty of 50 points.
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The cost of the multipurpose solution is 40 points, the cost of the basic solution is 0 points.
Both experts and customers know what these costs are.

Asymmetric information 2. The customer does not observe the nature of the solution
he/she receives (multipurpose or basic).

Information structure and surplus sharing rule. At each round and encounter:

1. The Expert

a. sends a non-binding message to the Customer indicating the solution that he/she
intends to apply.

b. posts a price for it, that the Customer will receive too.

c. chooses the actual solution he/she will implement - which is never disclosed to the
Customer. The latter only observes the effect of the actual solution.

2. The Customer decides whether to pay the price (accept) or not (reject).

If the Customer agrees to pay the asked price, the Expert implements the solution that
he/she chose.

e If the solution solves the problem, the Customer’s payoff for this round is 100 points
minus the price, and the Expert’s payoff is the price minus the cost.

e If a basic solution is applied to a severe problem, the Customer receives zero and the
Expert receives the large penalty stated above.

If the Customer refuses to pay the price (thus refuses the solution), both participants (Expert
and Customer) receive a payoff of zero.

t=0 t=1 t=2 t=3
Expert Customer
Nature choses Expert .
the t ‘ | - Sendsa message - Sees message and price
ebrpe o - anta yses d aboutthe intended - Accepts orrejects the
problem symptoms an treatment offer of the Expert

makes up his/her Posts a price for

the treatment

- Chosesthe actual
treatmentto
implement (if offer
is accepted at next
stage)

mind aboutthe
type of problem

Figure: Sequence of decisions for a representative round
Results. After each round,

e The Consumer learns whether the problem was solved or not, and if it was solved, what
is his/her payoff (100 points minus the price).

e The Expert learns whether the Consumer has accepted the offer, whether the Customer's
problem was solved, and what his/her payoff is.
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Do you have any questions? If so, please raise your hand and wait for the administrator
to come to your desk.
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Appendix A.2 Instructions of treatment T1

Introduction

Instructions

Welcome to this experiment!

Please read these instructions carefully. Do not speak to the other participants and keep
quiet during the entire experiment. If you have a question, please raise your hand and wait for
the administrator to come to you.

At the beginning of the experiment, you are randomly assigned a role: Customer or Ex-
pert. Roles do not change during the experiment, but in each round you will interact with a
different participant, selected at random.

In this experiment you can earn money. There is a show-up fee of €10.00. How much
you earn depends on your own decisions and the decisions of the players you interact with.
The experiment includes 24 identical rounds. One of the rounds will be randomly selected for
payment at the end of the experiment. The exchange rate is 10 points equals €1.

All participants receive the same instructions. All decisions are anonymous: neither you nor
anybody else will be informed about the identity of the participants you interacted with. No
one will be informed about the payments to other participants.

General description At the beginning of the experiment all participants are assigned to one
of two roles, Customer or Expert. You will be informed about your role at the beginning of the
experiment.

The experiment consists of 24 identical rounds. In each round the Customers have a new
problem. Each Customer is matched at random with an Expert. Pairs are rematched every
round.

Type of problems. In each round the computer randomly determines whether the problem
is severe or mild. Whether it is classified as severe or mild depends on the solution needed to
address it. A solved problem — no matter whether severe or mild — brings a payoff V>0 to the
customer, an unsolved problem provides him/her with zero payoff.

On average, the problem is severe in 1/3 of the cases and mild in 2/3 of the cases.

The Expert must first assess whether the problem is severe or mild, then provide a solution
and post a price.

Asymmetric information 1. The Customer cannot determine the nature of the prob-
lem — whether the problem is severe or mild. The Expert must first assess whether the problem
is severe or mild, and then provide a solution and post a price.

Precision of the diagnostic. The Expert can always detect a severe problem without
error. On the other hand, he/she can make errors when analyzing mild problems. With proba-
bility 0.05 he/she can (wrongly) assess that a mild problem is severe.

Type of solutions. Experts can provide two types of solutions, the multipurpose and
the basic. If the solution allows the problem to be solved, the Customer obtains a payoff of
100 points, otherwise his/her payoff is zero.

e The multipurpose solution can solve both mild and severe problems.
e The basic solution can solve only mild problems.

e If the basic solution is applied to a severe problem:

— the Customer obtains zero payoff;

— the Expert receives a large penalty of 50 points.

The cost of the multipurpose solution is 40 points, the cost of the basic solution is 0 points.
Both experts and customers know what these costs are.
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Asymmetric information 2. The customer does not observe the nature of the solution
he/she receives (multipurpose or basic).
Information structure and surplus sharing rule. At each round and encounter:

1. The Expert

a. sends a non-binding message to the Customer indicating the solution that he/she
intends to apply.

b. posts a price for it, that the Customer will receive too.

c. chooses the actual solution he/she will implement - which is never disclosed to the
Customer. The latter only observes the effect of the actual solution.

2. The Customer decides whether to pay the price (accept) or not (reject).

If the Customer agrees to pay the asked price, the Expert implements the solution that
he/she chose.

e If the solution solves the problem, the Customer’s payoft for this round is 100 points
minus the price, and the Expert’s payoff is the price minus the cost.

e If a basic solution is applied to a severe problem, the Customer receives zero and the
Expert receives the large penalty stated above.

If the Customer refuses to pay the price (thus refuses the solution), both participants (Expert
and Customer) receive a payoff of zero.

t=0 t=1 t=2 t=3
Expert Customer
Nature choses Expert .
the t ‘ | - Sends a message - Sees message and price
etypeo analyses aboutthe intended - Accepts orrejects the
problem symptoms and

makes up his/her
mind aboutthe
type of problem

treatment

- Postsa price for

the treatment

- Choses the actual

treatmentto
implement (if offer
is accepted at next
stage)

offer of the Expert

Figure: Sequence of decisions for a representative round

Results. After each round,

e The Consumer learns whether the problem was solved or not, and if it was solved, what
is his/her payoff (100 points minus the price).

e The Expert learns the true nature of the problem, whether the Consumer has accepted
the offer, whether the Customer's problem was solved, and what his/her payoff is.

Do you have any questions? If so, please raise your hand and wait for the administrator
to come to your desk.
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Appendix A.3 Inequality aversion test

2-Players distribution

This complementary task is independent from the previous one.

Together with another randomly selected player in this session, you will form a group. You
will not learn the identity of the other player. In the same way, others cannot identify you
and your decisions.

The computer will randomly assign roles within your group: Person 1 or Person 2.

Person 1 will decide which of the following four possible payment choices will be imple-
mented.

Your task is to choose the payment row that you as the potential Person 1 prefer for
the group. Each row specifies a payment for Person 1 and a payment for Person 2.

To determine payments in your group, the decision of Person 1 is applied. If you are
assigned Person 2, your own choice will not matter. If you are assigned Person 1, the row
you selected will determine the payments of both players in your group.

As Person 1, which payment row do you prefer for the group?
(O Person 1 gets 2 euros, Person 2 gets 1 euro
(O Person 1 gets 2 euros, Person 2 gets 2 euros
(O Person 1 gets 2 euros, Person 2 gets 4 euros

(O Person 1 gets 2 euros, Person 2 gets 6 euros

Appendix A.4 Altruism test

Donation
This complementary task is independent from the previous ones.
One person out of 4 will be selected by random draw to receive an additional €10.0.

You can decide to provide a share of this amount as a gift for the UNICEF, the UN organization
in charge of supporting children’s welfare worldwide.

Assume that you are the person that the computer will select for this special payment, indicate
the share of this amount you decide to transfer to the UNICEF.
The transfer to the UNICEF will be made in one shot after the end of all the experimental
session of this experiment, and you will receive by e-mail a proof of the transfer.

Share (in %):

Appendix A.5 Risk tolerance test

Additional Test

How do you see yourself? Are you generally a person who is fully prepared to take risks, or
do you try to avoid taking risks?
(0=Avoid taking risks, 10=Fully prepared to take risks):
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Appendix B Additional figures and tables

All (N=220) TO0 (N=72) T1 (N=76) T2 (N=72)
Continuous variables Mean Std. Dev. Mean Std. Dev. Mean Std. Dev. Mean Std. Dev.
Age 21.9 2.8 22.0 3.0 21.6 2.5 22.1 2.9
Risk tolerance 5.8 2.2 5.9 24 6.0 2.0 5.6 2.3
Categorical variables N % N % N % N %
Gender Female 100 45.5 29 40.3 39 51.3 32 44.4
Male 120 54.5 43 59.7 37 48.7 40 55.6
Education program Undergraduate 64 29.1 25 34.7 18 23.7 21 29.2
Graduate 156 70.9 47 65.3 58 76.3 51 70.8
Area of origin France 111 50.5 34 47.2 39 51.3 38 52.8
Asia 5 34.1 26 36.1 23 30.3 26 36.1
Other 34 15.5 12 16.7 14 18.4 8 11.1
Altruism Zero donation 56 25.5 17 23.6 17 22.4 22 30.6
Partial donation 146 66.4 49 68.1 52 68.4 45 62.5
Full donation 18 8.2 6 8.3 7 9.2 5 6.9
Inequality aversion Advantageous-inequality loving 6 2.7 2 2.8 1 1.3 3 4.2
Egalitarian 47 214 9 12.5 18 23.7 20 27.8
Efficiency-oriented 167 75.9 61 84.7 57 75.0 49 68.1

Table B1: Participants characteristics
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Price - Model 2 (All rounds) Price - Model 2 (Last 12 rounds)

Est. 95% CI p-value Est. 95% CI p-value
Constant 21.973* (10.698) [0.990, 42.956]  0.040  27.652** (9.961) [8.100, 47.204]  0.006
T2 —14.828%** (3.345) [-21.389, —8.267] <0.001 —11.855%** (3.202) [-18.141, —5.569] <0.001
Multipurpose announced solution 18.860*** (1.163) [16.578, 21.141]  <0.001  19.261%** (1.297) [16.714, 21.807)  <0.001
Multipurpose announced solution : T2 7.195%** (1.728) [3.806, 10.584] <0.001 4.145* (1.886) [0.444, 7.847] 0.028
Round 0.365%** (0.041) [0.284, 0.446] <0.001 0.053 (0.081) [—0.105, 0.211] 0.508
Male 10.727%%* (3.038) [4.769, 16.686) <0.001 7.199% (2.797) [1.710, 12.689] 0.010
Origin: Asia 8.552% (3.530) [1.610, 15.494]  0.016 7.594% (3.260) (1196, 13.992]  0.020
Origin: Other 12.188% (5.272) [1.847, 22.520]  0.021 7.630 (4.854) [~1.897, 17.157]  0.116
Graduate 1.280 (3.558) [=5.700, 8.259]  0.719 1.460 (3.277) [-4.971,7.891]  0.656
Tolerance for risk (scale 1-10) 0.543 (0.677) [—0.785, 1.870] 0.423 1.124° (0.623) [—0.099, 2.348] 0.072
Donation task: Partial donation —4.215 (3.678)  [-11.430, 2.999]  0.252  —6.614° (3.38)  [-13.260, 0.032]  0.051
Donation task: Full donation 3.361 (6.882) [—10.138, 16.860] 0.625 —3.439 (6.337) [—15.877, 9.000] 0.588
Inequality task: Egalitarian 11.179 (9.617) [—7.682, 30.041] 0.245 12.564 (8.865) [—4.835, 29.964] 0.157
Inequality task: Efficiency-oriented 14.803 (9.358) [—3.552, 33.158] 0.114 15.715° (8.626) [—1.216, 32.645] 0.069
Participant intercept Std. Dev. 11.815 10.850 (1.029) [9.009, 13.067]
Residual Std. Dev. 11.682 8.113 (0.205) [7.720, 8.525)
Num.Obs. 1687 856
R2 Marg. 0.352 0.402
R2 Cond. 0.680 0.786
AIC 13285.2 6209.2
BIC 13372.1 6285.3
1cc 0.5 0.6

Note: ° p<0.1, * p<0.05, ** p<0.01, *** p<0.001

Table B2: Estimates of linear mixed-effects model of prices (Model 2)

Price - Model 3 (All rounds) Price - Model 3 (Last 12 rounds)

Est. 95% CI p-value Est. 95% CI p-value
Constant 40.055%%* (3.468)  [23.451, 56.660]  <0.001 46.544%% (7.924)  [30.999, 62.089]  <0.001
T1 —2.200 (2.816)  [~7.721,3.321]  0.435  —2.822 (2.609)  [-7.940,2.296]  0.280
T2 —0.774%%% (2.874)  [~15.410, —4.137) <0.001 —8.992%%* (2.663) [-14.217, —3.768] <0.001
Mild signal and Multipurpose announced solution 16.486*** (0.723)  [15.068, 17.904]  <0.001  16.467*** (0.760)  [14.976, 17.959]  <0.001
Severe signal and Multipurpose announced solution 22.247F** (0.677) [20.920, 23.573]  <0.001  20.399%** (0.714) [18.999, 21.800]  <0.001
Mild signal and Multip. sol. announced and implemented — 5.931%** (1.504) [2.981, 8.881] <0.001 1.161 (2.196) [—3.148, 5.470] 0.597
Round 0.353*** (0.033) [0.288, 0.417] <0.001 0.132* (0.063) [0.008, 0.256] 0.037
Male 5.980% (2.363) [1.345, 10.614] 0011  3.532 (2.189) [-0.763, 7.827]  0.107
Origin: Asia 7.279%* (2.820) [1.750, 12.809] 0.010 6.773%* (2.613) [1.647, 11.898] 0.010
Origin: Other 10.236%% (3.769)  [2.846, 17.626]  0.007  7.417* (3.492) [0.567, 14.268]  0.034
Graduate —0.570 (2.806)  [-6.072,4.931]  0.839  —0.564 (2599)  [-5.664, 4.535]  0.828
Tolerance for risk (scale 1-10) 0.550 (0.561) [<0.550, 1.649]  0.327  0.944° (0.519) [-0.075,1.963  0.069
Donation task: Partial donation —1.849 (2.753) [—7.247, 3.550] 0.502 —2.686 (2.551) [=7.690, 2.318] 0.293
Donation task: Full donation 3.804 (4.678) [—5.369, 12.978] 0.416 0.809 (4.333) [—7.692, 9.310] 0.852
Inequality task: Egalitarian 5180 (7.493)  [-10.872,0.513]  0.480  —7.478 (6.944)  [-21.100,6.144]  0.282
Inequality task: Efficiency-oriented 0483 (7.595)  [-15.375, 14.409]  0.949  —1.790 (7.038)  [-15.597, 12.017]  0.799
Participant intercept Std. Dev. 11.412 10.553
Residual Std. Dev. 11.583 7.908
Num.Obs. 2640 1320
R2 Marg. 0.311 0.347
R2 Cond. 0.650 0.765
AIC 20753.7 9524.1
BIC 20859.5 9617.4
j(el¢} 0.5 0.6

Note: ® p<0.1, * p<0.05, ** p<0.01, *** p<0.001

Table B3: Estimates of linear mixed-effects model of prices (Model 3)
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